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EXECUTIVE SUMMARY
In recent years, the need for 3D models and other graphics-intensive content has been growing exponentially. In addition, the need to transfer
these large content sizes has become a critical factor for accessing local desktop information quickly. More than ever before, dispersed teams
need instant access to shared files and the ability to collaborate on high-resolution content. Immediate access to offsite content is being
demanded by today’s modern and mobile workforces.
To address all the above-mentioned challenges, Virtual Desktop Infrastructure (VDI) was introduced to allow instantaneous access to remote
desktops without the need for local compute capability.
This Reference Architecture addresses the integration of HPE ProLiant DL360 Gen10 Plus with HP Anyware Standard, the newest release of
Teradici CAS. Furthermore, the HPE ProLiant DL380 Gen10 Plus with HP Anyware Professional (formerly the Teradici CAS graphics agent) is
described, which employs an NVIDIA® A40 GPU to offload CPUs for compute-intensive users.
The highlights of this solution are as follows:
• Visualize remotely hosted Windows® and Linux desktops.
• Secure sensitive information by transferring only encrypted pixels, eliminating data interceptions. This coupled, with the HPE ProLiant servers’
Silicon Root of Trust feature provides the only end-to-end secure solution on the market.
• Enable a highly responsive remote desktop experience with color-accurate, lossless and distortion-free graphics, using an immersive, featurerich experience.
• Reduce infrastructure complexity and costs through virtualization.
• Access centralized collaborative workflows from any mix of on-premises and cloud infrastructure.
• Connect with secure PCoIP®-enabled endpoints (zero/thin or software clients).
Target audience: This Reference Architecture is designed for solution architects and IT professionals who use, manage or administer VDI that
require scalability, reliability, and performance. Specifically, this information is intended for those who evaluate, recommend, or design new IT
high-performance architectures.
Document purpose: The purpose of this document is to describe a Solution Architecture, highlighting recognizable benefits to a technical
audience.
The original Reference Architecture described the solution testing performed from December 2019 through January 2020. In May 2022, this
Reference Architecture updates the original document with information on the next generation of HPE ProLiant servers and NVIDIA GPUs.

INTRODUCTION
Industrial verticals have evolved over the years, driving the need for GPU hardware-based acceleration in end-user computing (EUC)
environments in order to deliver superior performance. Intensive 3D applications in several industrial sectors require high-resolution graphics in
order to provide end users with an acceptable experience. IT departments demand the infrastructure and solutions that facilitate this experience
while also providing simplified lifecycle management and enhanced security. Failing to meet these requirements can mean the difference
between timely and effective deployment of graphics accelerated deliverables and costly slippages and increased support costs.
Therefore, it is crucial to look at both the Capex and Opex aspect of this solution.
Given the increasing need for user mobility, data center space constraints, and data security, businesses are continuing to virtualize desktops. To
significantly improve their user experience, companies can run their engineering, design, and business applications remotely by deploying a GPUaccelerated VDI solution. Moreover, IT organizations can allocate the centralized infrastructure resources efficiently and can apply all the
necessary software updates in a shared location.
Hewlett Packard Enterprise is effectively addressing these challenges with HPE ProLiant DL380 Gen10 Plus and HPE ProLiant DL360 Gen10
Plus servers powered by NVIDIA virtual GPUs and HP Anyware (formerly Teradici CAS). The HPE ProLiant DL380 Gen10 Plus is a secure,
resilient server that delivers world-class performance and versatility. This is an optimal solution for power-user and high-resolution content which
takes advantage of NVIDIA's superior API and offloading capability. The HPE ProLiant DL360 Gen10 Plus server provides the highest density
solution for knowledge-based users. Both HPE ProLiant DL380 and HPE ProLiant DL360 Gen10 Plus servers offer a flexible and forward-
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looking design that keeps up with business needs and helps to maximize ROI. They are equipped with industry-leading security and
management services that will ensure a secure and easy deployment in the data center.

SOLUTION OVERVIEW
This Reference Architecture demonstrates a solution to create an immersive, high-quality user experience for technical professionals running
virtualized workloads. The solution includes an HPE ProLiant DL380 Gen10 Plus or HPE ProLiant DL360 Gen10 Plus server used as the target
application server. The solution using HPE ProLiant DL380 Gen10 Plus is a hardware-based solution involving NVIDIA A40 GPUs and HP
Anyware software. HPE ProLiant DL360 Gen10 Plus is a software-only solution that takes advantage of the HP Anyware software to deliver a
seamless virtual workstation for maximum density of knowledge-based users.
This solution runs Anyware on an HPE ProLiant DL380 Gen10 Plus or HPE ProLiant DL360 Gen10 Plus server with Windows or CentOS
operating system on a virtual machine (VM). The target server is virtualized using VMware® ESXi™. HP Anyware software allows access to the
virtual machines’ desktop using the PCoIP protocol. The software supports zero, thin, or software-based clients. HP Anyware software can take
advantage of the off-loading engines offered by NVIDIA. In this Reference Architecture, NVIDIA A40 GPUs are used. The HP Anyware solution is
offered in two different subscription models – HP Anyware Professional includes GPU accelerators the HP Anyware Professional subscription
supports 4K/UHD up to 60 fps.
HP Anyware uses the Anyware PCoIP Agent that is installed on all the guest VMs on the target server. This agent provides a secure display
connection to each virtual machine. The Anyware PCoIP Client is also installed on the endpoint devices providing for a secure connection via
PCoIP protocol. For testing, Autodesk® Maya® software was installed in the target VMs as a representing media and entertainment industry
application software to demonstrate user interaction and to create load on the VMs. NVIDIA vGPU software is a graphics virtualization platform
that provides virtual machines (VMs) access to NVIDIA GPU technology. It enhances the power of a VDI environment to offer a consistent user
experience for every virtual workflow. It supports NVIDIA GPUs and is installed in the hypervisor.
HP t310 was used as zero clients in our testing environment with two monitors (each operating at 1080p resolution) per client.
Figure 1 illustrates the solution setup with the HPE ProLiant DL380 Gen10 Plus server.

FIGURE 1. Solution setup with HPE ProLiant DL380 Gen10 Plus server
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Solution architecture assumptions
While we concentrate primarily on the solution workload server(s) for this project, in a typical deployment, besides the target server, the following
components are required for management purposes. Those servers are not described in this document since they are out of the scope of this
study.
• VMware vCenter® to manage the ESXi-based virtual infrastructure.
• Autodesk Network License Manager to manage Autodesk licenses (for Maya and other Autodesk software), or other licensing solutions for
workload applications.
• NVIDIA vGPU License Server to manage NVIDIA licenses
In the testing environment, the servers mentioned were implemented as VMs on separate management servers. For testing, clients or endpoint
devices were simulated by setting up zero clients. HP t310 zero clients were used.

SOLUTION COMPONENTS
Hardware
HPE ProLiant DL360 Gen10 Plus server
HPE ProLiant DL360 Gen10 Plus is a performance-driven dense 1U server that is ideal for several use cases, including VDI and end-user
computing scenarios. It delivers security, agility, and flexibility without compromise. It supports the Intel® Xeon® Scalable processor with up to a
60% performance gain and 27% increase in cores, along with 3200 MT/s HPE DDR4 SmartMemory supporting up to 4.0 TB per socket. With the
added performance that HPE Persistent Memory, HPE NVDIMMs, and 10 NVMe bring the HPE ProLiant DL360 Gen10 Plus server means
business. Deploy, update, monitor, and maintain with ease by automating the essential server life cycle management tasks with HPE OneView
and HPE Integrated Lights Out 5 (iLO 5). Deploy this 2P secure platform for diverse workloads in a space-constrained environment.

FIGURE 2. HPE ProLiant DL360 Gen10 Plus server

Table 1 describes the configuration of the HPE ProLiant DL360 Gen10 Plus server for HP Anyware for this Reference Architecture.
TABLE 1. HPE ProLiant DL360 Gen10 Plus server utilized in this Reference Architecture
Hardware

Quantity

Description

CPU

2

Intel Xeon-Gold 6346 3.1GHz 16-core 205W Processor for HPE

Memory

12

HPE 32GB (1x32GB) Dual Rank x4 DDR4-3200 CAS-22-22-22 Registered Smart Memory Kit

Storage Controller

1

HPE Smart Array P408e-p SR Gen10 (8 External Lanes/4GB Cache) 12G SAS PCIe Plug-in Controller

Disks

2
2

HPE 960GB SATA 6G Read Intensive SFF BC Multi-Vendor SSD (Datastore in RAID-1 configuration)
HPE 240GB SATA 6G Read Intensive SFF BC Multi-Vendor SSD (Boot drives in RAID-1 mode for VMware ESXi)

Network Adapter

1

Intel I350-T4 Ethernet 1Gb 4-port BASE-T OCP3 Adapter for HPE
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HPE ProLiant DL380 Gen10 Plus server
The HPE ProLiant DL380 Gen10 Plus server delivers the latest in security, performance, and expandability. It supports the Intel Xeon Processor
Scalable Family supporting HPE 3200 MT/s DDR4 SmartMemory. The HPE ProLiant DL380 Gen10 server has an adaptable chassis, including
new HPE modular drive bay configuration options with up to 30 SFF, up to 20 LFF, or up to 20 NVMe drive options along with support for up to
3 double-wide GPU options. Along with an embedded 4x1GbE, there is a choice of HPE FlexibleLOM or PCIe standup adapters which offer a
choice of networking bandwidth (1GbE to 40GbE) and fabric allowing customers to adapt and grow to changing business needs. The HPE
ProLiant DL380 Gen10 Plus server comes with a complete set of HPE Technology Services, delivering confidence, reducing risk, and helping
customers realize agility and stability.

FIGURE 3. HPE ProLiant DL380 Gen10 Plus server

Table 2 describes the configuration of the HPE ProLiant DL380 Gen10 server tested with HP Anyware Professional software for this Reference
Architecture.
TABLE 2. HPE ProLiant DL380 Gen10 Plus with NVIDIA A40 GPUs utilized in this Reference Architecture
Hardware

Quantity

Description

CPU

2

Intel Xeon-Gold 6346 3.1GHz 16-core 205W Processor

Memory

12

HPE 32GB (1x32GB) Dual Rank x4 DDR4-3200 CAS-22-22-22 Registered Smart Memory Kit

GPU

2

NVIDIA A40 48GB GPU NonCEC Accelerator

Storage Controller

1

HPE Smart Array P408e-p SR Gen10 (8 External Lanes/4GB Cache) 12G SAS PCIe Plug-in Controller

Disks

2
2

HPE 960GB SATA 6G Read Intensive SFF BC Multi-Vendor SSD (Datastore in RAID-1 configuration)
HPE 240GB SATA 6G Read Intensive SFF BC Multi-Vendor SSD (Boot drives in RAID-1 mode for VMware ESXi)

Network Adapter

1

Intel I350-T4 Ethernet 1Gb 4-port BASE-T OCP3 Adapter for HPE

Zero/Thin/Software client hardware or software
For testing, HP t310 zero client was used. It was equipped with two external monitors having 1080p displays and a 60FPS refresh rate. In a real
scenario, any system capable of running HP Anyware can be used instead of HP t310 zero client for this solution. Such devices include zero
clients, thin clients, or software-based clients.
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NVIDIA A40 GPU
NVIDIA A40, powered by the NVIDIA Ampere architecture brings the most significant advancement in computer graphics in over a decade to
professional workflows. Designers and artists can now use the power of hardware-accelerated ray tracing, deep learning, and advanced shading
to dramatically boost productivity and create amazing content faster than ever before. Equipped with 10,752 CUDA cores, 84 NVIDIA secondgeneration RT cores, 336 Tensor cores, and massive 48GB GDDR6 memory, Quadro A40 can render complex models and scenes with physically
accurate shadows, reflections, and refractions to empower users with instant insight.

FIGURE 4. NVIDIA A40 GPU

Table 3 describes the specifications of the NVIDIA A40 GPU tested for this Reference Architecture.
TABLE 3. NVIDIA A40 utilized in this Reference Architecture
NVIDIA A40

Specifications

GPU Architecture

NVIDIA Ampere architecture

CUDA Cores

10,752

Memory Size

48 GB GDDR6 with ECC

Supported vGPU Profiles

NVIDIA vPC/vApps, NVIDIA RTX Virtual Workstation, NVIDIA Virtual Compute Server
Sizes: 1 GB, 2 GB, 3 GB, 4 GB, 6 GB, 8 GB, 12 GB, 16GB, 24 GB, 48GB

System Interface

x16 PCIe Gen4

Form Factor

Dual Slot, Full Height

Power

Total board power: 300 W

Thermal Solution

Passive

Drawing tablets support
It is necessary to equip creative professionals with state-of-the-art drawing tablets to make creating art digitally to be the same natural
experience as sketching on paper or painting on canvas. And this statement is also true about the remote graphical workstation environment. A
tablet should be connected to the remote end-point device (zero-client for example) and functioning in the remote session seamlessly, as it
would be connected to a local workstation. HP Anyware software enables usage of locally connected Wacom Pen Displays and Tablets in remote
sessions for graphics-intensive 3D applications and media assets. A tablet is supported in one of two configurations: bridged, when peripheral
data is sent over the network to the virtual desktop for processing, and locally terminated, where peripheral data is processed locally, which
drastically improves user experience. If local termination is supported, it will be automatically selected as preferred when the USB device is
selected for connection. Additional details, configuration requirements, and recommendations are available on the vendor website.

Reference Architecture

Page 8

Software
This Reference Architecture uses the virtualization infrastructure built on VMware ESXi 7.0U3 using VMware vCenter Server® Appliance™
(VCSA) 7.0U3 and HP Anyware.
Table 4 provides the solution software components used in the Reference Architecture.
TABLE 4. Solution software components
Component

Version

VMware
VMware vCenter

7.0 U3c

VMware ESXi

7.0 U3c

NVIDIA
NVIDIA vGPU Manager

470.129.04 (vGPU version 13.3)

Microsoft®
Microsoft Windows 10

Enterprise

Linux
CentOS

7

HP Anyware (formerly Teradici CAS)
HP Anyware gives the power to deliver rich, cloud-based, user experiences across all network conditions. Built on the trusted PCoIP technology,
HP Anyware makes it possible to seamlessly migrate new and legacy applications to any cloud. It can create entire virtual workspaces or make
even the most graphics-intensive applications available from any cloud, public or private. It gives users the freedom to work on a wide variety of
devices including laptops, tablets, and zero clients to enjoy high-fidelity performance, rich user experience, and bullet-proof security. It comes in
two editions, HP Anyware Standard for non-GPU-accelerated workloads and HP Anyware Professional for GPU-accelerated workloads and
graphics-intensive applications.

FIGURE 5. HP Anyware diagram
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HP Anyware consists of the following three key elements:
• PCoIP Agents are installed by IT teams on every hosting entity (Virtual Desktops, Server, or Workstation) in the data center and enable the
working environment for remote delivery.
• Anyware Manager is the component that can be installed in the customer’s data center or used as a service to secure, broker, provision, and
monitor connections (management plane).
• PCoIP clients are deployed on end-point (remote) computers or running on PCoIP Zero Clients to access remote VDI sessions from the data
center or cloud.
NVIDIA virtual GPU (vGPU) software
NVIDIA vGPU software is a graphics virtualization platform that provides virtual machines (VMs) access to NVIDIA vGPU technology. It enhances
the power of a VDI environment to offer a consistent user experience for every virtual workflow. It supports NVIDIA vGPUs and is installed in the
hypervisor. The software divides the GPU into multiple vGPU instances that each have direct access to the native NVIDIA driver installed in the
guest OS. The graphics commands of each virtual machine are passed directly to the vGPU, without translation by the hypervisor. This allows the
GPU hardware to be allocated for each user to deliver the ultimate experience in shared virtualized graphics performance. With the help of
NVIDIA vGPU, multiple NVIDIA GPUs can also be allocated to a single virtual machine to power the most demanding workflow.
NVIDIA vGPU License Server
NVIDIA vGPU License Server acts as a pool of floating licenses to the NVIDIA vGPU software licensed products. It is installed in a network
accessed by the customer and is configured with licenses obtained from the NVIDIA Software Licensing Center. It helps in keeping track of the
license usage. During the guest OS boot, all the licensed vGPU functionalities are activated by acquiring a software license from the NVIDIA
vGPU License Server. When the guest OS shuts down, the license is returned to the license server.

FIGURE 6. NVIDIA vGPU Software Licensing

VMware ESXi
VMware ESXi is the hypervisor on which virtual machines are created and run.
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VMware vCenter Server
VMware vCenter Server is a service that acts as a central administrator for the ESXi hosts that are connected to a network. With vCenter Server,
you can pool and manage the resources of multiple hosts. vCenter Server allows you to monitor and manage your physical and virtual
infrastructure.

Application software
Autodesk Maya
Autodesk Maya is an industry-leading 3D computer animation, modeling, simulation, and rendering software. The scene assembly and
accelerated modeling workflows built into Maya not only maximize productivity but also help to streamline the design experience while
increasing efficiency. Some of the key features of Maya include shape authoring workflows, time editor, interactive grooming, motion graphics,
curve warp deformer, etc. The software provides animation productivity and workflow enhancements such as improved caching, Bifrost extension,
XGen geometry instance, and many more.

СONFIGURATION GUIDANCE FOR THE SOLUTION
VMware vSphere and vCenter Server infrastructure
Download the Hewlett Packard Enterprise Custom OEM Image for VMware vSphere® 7.0U3c from the HPE Customized ESXi Image web page.
The HPE Custom Image has all the necessary management tools for the Agentless Management Service (AMS) and Active Health Service (AHS).
It provides drivers, utilities, and tools for device enablement.
VMware vSphere 7.0U3c should be installed on the target ESXi host servers. The SSH access should be enabled on the ESXi hosts to allow for
further configuration. To manage the VMware vSphere ESXi hosts, either leverage an existing or create a new vCenter Server in the data center
in which the infrastructure resides.

NVIDIA vGPU
NVIDIA virtual GPU technology enables multiple virtual machines to access the same physical GPU directly while sharing the GPU resources, or
multiple physical GPUs can be allocated to a single virtual machine to power the most demanding workloads. These resources are segmented
across different virtual machines which can be scaled up or down depending on the user’s needs, which provides an improved TCO. This solution
examines the performance data as the density of vGPU is increased. Guest VMs use the NVIDIA vGPU like accessing a physical GPU that has been
passed through by the hypervisor. NVIDIA drivers are loaded in the Guest VMs which enables the guest OS to access the GPU directly. This
provides significant fast-path performance.

FIGURE 7. NVIDIA vGPU architecture
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Installing the NVIDIA Virtual GPU Manager package for VMware vSphere
NVIDIA Virtual GPU Manager is required on each ESXi host that contains NVIDIA GPUs. To install the vGPU Manager, follow the steps outlined
below:
1. Download the offline vSphere Installation Bundle (VIB) bundle and upload it to all the ESXi hosts onto a local vmfs datastore.
2. Ensure that the respective ESXi hosts are in maintenance mode before installing the package. To verify this, select the ESXi host in the
vCenter, right-click the ESXi host, and then select Maintenance Mode.
3. Once the ESXi host goes into Maintenance Mode, install the NVIDIA vGPU Manager using the following command. Ensure that you fill in the
path and VIB in a fashion that reflects your environment.
# esxcli software vib install -d /vmfs/volumes/<volume containing the vib>/NVIDIA_ESXi_<vib
name>.zip
4. Once the VIB is successfully installed, reboot the ESXi host and exit the maintenance mode from vCenter.
5. Verify that the NVIDIA kernel driver is installed and loaded in the ESXi host kernel. Search for the NVIDIA kernel module by running the following
command:
# vmkload_mod -l | grep nvidia
You should see a prompt beginning with “nvidia” returned on the command line if the procedure was successful.
To ensure that the NVIDIA kernel driver installed on the ESXi host is communicating to the NVIDIA physical GPU, run the nvidia-smi
command to list the GPUs on the HPE ProLiant DL380 Gen10 Plus server.

GPU allocation policy on VMware vSphere

For testing, the ‘Breadth-First’ allocation policy was chosen. For the ‘Breadth First’ allocation policy, ensure that ‘Spread VMs across GPUs’ is
selected. Also, GPU pass-through mode was enabled to directly assign an entire GPU to one VM. To enable pass-through, select ‘Shared Direct’
as shown in Figure 8. When done, click OK.

FIGURE 8. Set GPU allocation policy for ‘Breadth First’ and ‘pass-through’ mode
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VM templates for HPE ProLiant DL380 Gen10 Plus server
Table 5 describes the three types of virtual machine templates that were tested with the HPE ProLiant DL380 Gen10 Plus server with two
NVIDIA A40 GPUs. Each VM was running HP Anyware Professional and was connected to two monitors running at 1080p resolution using HP
t310 quad port thin clients.
TABLE 5. Virtual machine templates tested with the HPE ProLiant DL380 Gen10 Plus server with NVIDIA GPUs with each virtual machine running HP Anyware Professional
Virtual Machine Type

Large

Medium

Small

# vCPUs

32

16

8

Memory (GB)

128

64

32

vGPU Profile

grid_A40-24q

grid_A40-12q

grid_A40-6q

Video memory (GB)/User

24

12

6

VM templates for HPE ProLiant DL360 Gen10 Plus server
Table 6 describes the virtual machine template that was tested with the HPE ProLiant DL360 Gen10 Plus server with two Intel® Xeon®-Gold
6346 processors. Each VM was running HP Anyware Standard and was connected to two monitors running at 1080p resolution. Connections to
two virtual servers were made using HP t310 quad port thin clients and the connections to the rest were made using the PCoIP Client.
TABLE 6. Virtual machine templates were tested with the HPE ProLiant DL360 Gen10 server with each virtual machine running HP Anyware Standard
Virtual machine

Configuration

# vCPUs

4

Memory (GB)

16

CAPACITY AND SIZING
Table 7 describes the user densities for three types of virtual machine templates that were deployed on the HPE ProLiant DL380 Gen10 Plus
server. Each VM was connected to two monitors running at 1080p resolution using HP t310 quad port thin clients.
TABLE 7. User densities with various VM templates on the HPE ProLiant DL380 Gen10 Plus server
Virtual machine type

Large

Medium

Small

Max # VMs / DL380 Server

4

8

16

User Density / U

2

4

8

# Displays / User

2 X 1080p @ 60 fps

# Displays / DL380 Server

8

16

32

Workload description for HPE ProLiant DL380 Gen10 Plus server
This workload consists of running several discrete tests that consist of processes used to model, animate, and render scenes with a focus on
measuring the multi-sample anti-aliasing (MSAA). The test suite was run in parallel on all the VMs in the system. Since all the tests were started
almost at the same time, the CPU and the GPU on the hypervisor were exercised at the same time. For example, the CPU-intensive tests were run
in parallel on all the VMs at the same time and so were the GPU-intensive tests.
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Figure 9 shows multiple copies of a character model, rigged for animation.

FIGURE 9. Multiple copies of a character model rigged for animation

FIGURE 10. Realistically rendered tiger model
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FIGURE 11. Bifrost simulation of a spaceship crashing into the water

Table 8 reflects the general resource utilization levels on the virtual machines.
TABLE 8. Virtual machine templates were tested with the HPE ProLiant DL360 Gen10 Plus Server with each virtual machine running HP Anyware
Virtual Machine Resource

Utilization Levels

CPU Utilization

CPU utilization for the VMs varied from less than 10% to a peak value of over 90% for certain CPU-intensive tests.

Memory Utilization

Although the memory allocated to the VMs varied from 32 GB to 64 GB to 128 GB for small, medium, and large configurations
respectively, the actual memory consumption for all the VMs varied from 6 GB to ~12 GB

vGPU Utilization

The vGPU utilization for the various tests varied from less than 10% to over 70% in some cases for each VM.

Disk Access Latencies

The server was configured with 2 X 2-drive RAID-1 sets – one for booting ESXi and one for the datastore. Latency for most disk
accesses was observed to be less than 2 ms and occasional peak latency of 3 ms was observed sporadically.
It is expected that users would be using either RAID-5 or RAID-6 in their data center for deployment. The HPE Smart Array P408e-p
SR Gen10 with a 2 GB internal cache can deliver large I/O bandwidth at low latencies for RAID-5 and RAID-6 configurations as well.

The primary workload used in this Reference Architecture is virtualization for media and entertainment. Other workloads will be examined in
other collaterals.

HPE ProLiant DL360 Gen10 Plus server
There were 16 virtual machines carved out on the HPE ProLiant DL360 Gen10 Server. Each VM was running HP Anyware. Connections to two
virtual servers were made using HP t310 quad port thin clients and the connections to the rest were made using PCoIP Client from laptops. In
both cases, two monitors running at 1080p resolution at 60fps were used.
TABLE 9. User density on the HPE ProLiant DL360 Gen10 Plus server
Virtual Machine

Configuration

#VMs running in Parallel / HPE ProLiant DL360 Plus server

16

User Density / U

16
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Workload description for HPE ProLiant DL360 Gen10 Plus server
The workload for the HPE ProLiant DL360 Gen10 Plus server-based virtual machines consisted of running an industry standard test suite that
covered a wide variety of tasks performed in the modern workplace which included web browsing, video conferencing, and everyday office
applications with a focus on spreadsheets, word processing, photo, and video editing.
The tests suite had run in parallel on all the 16 virtual machines and the following peak utilization levels were observed on the hypervisor. Based
on the values in BOM, it is obvious that an additional six to eight virtual machines can be easily added to the existing workload without saturating
the hypervisor CPU and memory. Figure 11 shows the resource utilization on HPE ProLiant DL360 Gen10 Plus with all VM running the industry
standard test suites in parallel.
Similar to the HPE ProLiant DL380 Gen10 Plus server, the primary workload used in this Reference Architecture is virtualization for media and
entertainment. Other workloads will be examined in other collaterals.

SUMMARY
HP Anyware on the HPE ProLiant DL380 Gen10 Plus or HPE ProLiant DL360 Gen10 Plus server supporting 3rd generation Intel Xeon Scalable
Gold processors has a compelling value proposition for accelerating VDI and other workloads in general. Combined with NVIDIA data center GPU
boards, customers can realize significant performance improvements. This is especially compelling for the high resolution and high frame per
second remote desktops.
Using the HPE ProLiant DL380 Gen10 Plus servers with the NVIDIA A40 cards, a typical user density of 8 per server (or 4 user /U) could be
easily achieved using the medium config (described above). The user density can be further improved by using the small VM config for users who
have less intense workloads. The user density per hypervisor and system performance could be further improved by using Platinum processors.
For the knowledge-based workers, we have achieved a user density of 16 users/ U on the HPE ProLiant DL360 Gen10 Plus server with lots of
system resources to spare. This user density could further be improved to 20 or 22 by using the existing unused CPU and memory resources on
the hypervisor.

APPENDIX A: BILL OF MATERIALS
The following BOMs contain electronic license to use (E-LTU) parts. Electronic software license delivery is now available in most countries.
Hewlett Packard Enterprise recommends purchasing electronic products over physical products (when available) for faster delivery and for the
convenience of not tracking and managing confidential paper licenses.

NOTE
Part numbers are at the time of publication/testing and subject to change. The bill of materials does not include complete support options or
other rack and power requirements. If you have questions regarding ordering, please consult with your Hewlett Packard Enterprise Reseller or
Hewlett Packard Enterprise Sales Representative for more details. hpe.com/us/en/services/consulting.html.
TABLE A1. Bill of materials for HPE ProLiant DL380 Gen10 Plus server
Qty

Product #

Product Description

1

P05172-B21

HPE ProLiant DL380 Gen10 Plus 8SFF NC Configure-to-order Server

2

P36934-B21

Intel Xeon-Gold 6346 3.1GHz 16-core 205W Processor for HPE

12

P06033-B21

HPE 32GB (1x32GB) Dual Rank x4 DDR4-3200 CAS-22-22-22 Registered Smart Memory Kit

2

P40496-B21

HPE 240GB SATA 6G Read Intensive SFF BC Multi-Vendor SSD

2

P40498-B21

HPE 960GB SATA 6G Read Intensive SFF BC Multi-Vendor SSD

1

P14588-B21

HPE DL38X Gen10 Plus x16 Tertiary Riser Kit

2

R9S37C

NVIDIA A40 48GB GPU NonCEC Accelerator

1

P14592-B21

HPE DL38X Gen10 Plus x16/x16 Slot 1/2 FIO Riser Kit

1

P08449-B21

Intel I350-T4 Ethernet 1Gb 4-port BASE-T OCP3 Adapter for HPE
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Qty

Product #

Product Description

1

P14608-B21

HPE DL38X Gen10 Plus Maximum Performance Fan Kit

2

P38997-B21

HPE 1600W Flex Slot Platinum Hot Plug Low Halogen Power Supply Kit

1

P39102-B21

HPE ProLiant DL300 Gen10 Plus GPU 8-pin Keyed Cable Kit

1

P13771-B21

HPE Trusted Platform Module 2.0 Gen10 Plus Black Rivets Kit

1

P22018-B21

HPE DL38X Gen10 Plus 2U SFF Easy Install Rail Kit

2

P27095-B21

HPE ProLiant DL380 Gen10 Plus High-Performance Heat Sink Kit

1

P38771-B21

HPE DL385 Gen10 Plus Primary/Secondary Riser Cage without Retainer Clip

1

P38774-B21

HPE DL385 Gen10 Plus Tertiary Riser Cage without Retainer Clip

TABLE A2. Bill of materials for HPE ProLiant DL360 Gen10 Plus server
Qty

Product #

Product Description

1

P28948-B21

HPE ProLiant DL360 Gen10 Plus 8SFF NC Configure-to-order Server

2

P36934-B21

Intel Xeon-Gold 6346 3.1GHz 16-core 205W Processor for HPE

12

P06033-B21

HPE 32GB (1x32GB) Dual Rank x4 DDR4-3200 CAS-22-22-22 Registered Smart Memory Kit

1

P26427-B21

HPE ProLiant DL360 Gen10 Plus 8SFF SAS/SATA 12G BC Backplane Kit

2

P40496-B21

HPE 240GB SATA 6G Read Intensive SFF BC Multi-Vendor SSD

2

P40498-B21

HPE 960GB SATA 6G Read Intensive SFF BC Multi-Vendor SSD

1

804405-B21

HPE Smart Array P408e-p SR Gen10 (8 External Lanes/4GB Cache) 12G SAS PCIe Plug-in Controller

1

P02377-B21

HPE Smart Storage Hybrid Capacitor with 145mm Cable Kit

1

P08449-B21

Intel I350-T4 Ethernet 1Gb 4-port BASE-T OCP3 Adapter for HPE

1

P26477-B21

HPE ProLiant DL36X Gen10 Plus High-Performance Fan Kit

2

P38995-B21

HPE 800W Flex Slot Platinum Hot Plug Low Halogen Power Supply Kit

1

P13771-B21

HPE Trusted Platform Module 2.0 Gen10 Plus Black Rivets Kit

1

P14604-B21

HPE Gen10 Plus Chassis Intrusion Detection Kit

2

P26479-B21

HPE ProLiant DL360 Gen10 Plus High-Performance Heat Sink Kit

1

P26485-B21

HPE ProLiant DL300 Gen10 Plus 1U SFF Easy Install Rail Kit
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