HPE Reference Architecture for Apache
Spark 2.1 on HPE Elastic Platform for
Big Data Analytics (EPA)
Using Hortonworks HDP 2.6 and HPE Workload and
Density Optimized System (Apollo 2000/4200)

Reference Architecture

Reference Architecture

Contents
Executive summary ................................................................................................................................................................................................................................................................................................................................ 3
Introduction ...................................................................................................................................................................................................................................................................................................................................................4
HPE Elastic Platform for Big Data Analytics (EPA)............................................................................................................................................................................................................................................4
Apache Spark ........................................................................................................................................................................................................................................................................................................................................5
Hortonworks Data Platform overview ............................................................................................................................................................................................................................................................................ 7
Benefits of HPE Elastic Platform for Big Data Analytics (EPA) for Apache Spark .......................................................................................................................................................................8
Solution overview ..................................................................................................................................................................................................................................................................................................................................... 9
HPE Workload and Density Optimized architecture design ...................................................................................................................................................................................................................... 9
Single rack HPE WDO solution ......................................................................................................................................................................................................................................................................................... 10
Multi-rack HPE WDO solution ........................................................................................................................................................................................................................................................................................... 13
Software ................................................................................................................................................................................................................................................................................................................................................. 14
Configuration guidance for the solution ......................................................................................................................................................................................................................................................................... 15
General hardware guidance for HPE WDO reference architecture ................................................................................................................................................................................................. 15
Base Hadoop configuration guidance for HPE WDO reference architecture ........................................................................................................................................................................ 16
Spark configuration guidance ............................................................................................................................................................................................................................................................................................ 17
HPE Sizer for the Elastic Platform for Big Data Analytics............................................................................................................................................................................................................................... 25
Summary ...................................................................................................................................................................................................................................................................................................................................................... 25
Resources and additional links ................................................................................................................................................................................................................................................................................................ 27

Reference Architecture

Page 3

Executive summary
As organizations strive to identify and realize the value in big data, many now seek more agile and capable analytic systems. Some of the
business drivers are to improve customer retention, increasing operational efficiencies, influence product development and quality, and to gain
a competitive advantage.
Apache Hadoop is a software framework that is being adopted by many enterprises as a cost-effective analytics platform for big data analytics.
Hadoop is an ecosystem of several services rather than a single product, and is designed for storing and processing petabytes of data in a linear
scale-out model. The separation of processing from resource management with YARN, has driven new architecture frameworks for big data
processing to extend Hadoop beyond the often I/O intensive, high latency MapReduce batch analytics workloads, to also address real-time and
interactive analytics for use cases such as fraud detection, recommendation engines, and advertising analytics. Technologies such as Apache
Spark, NoSQL, and Kafka are critical components of these new frameworks to unify batch, interactive, and real-time big data processing.
Spark is increasingly adopted as an alternate processing framework to MapReduce, due to its ability to speed up batch, interactive, and streaming
analytics. Spark enables new analytics use cases, such as machine learning and graph analysis, with its rich and easy to use programming
libraries. Finally, the flexibility to run analytics on data stored not just in Hadoop, but also across object stores and traditional databases, makes
Spark the ideal platform for accelerating cross-platform analytics on-premises and in the cloud. Building on the success of Spark 1.x release,
Spark 2.x delivers major improvements in the areas of API, performance, and structured streaming.
The HPE Elastic Platform for Big Data Analytics (EPA) is designed as a modular infrastructure foundation to address the need for a scalable
multi-tenant platform, by enabling independent scaling of compute and storage through infrastructure building blocks that are optimized for
density and workloads. For an in-depth analysis of the Hewlett Packard Enterprise architecture for scalable and shared enterprise analytics
platforms, and the benefits of separating compute and storage, review the HPE Elastic Platform for Big Data Analytics technical white paper at,
http://h20195.www2.hpe.com/V2/GetDocument.aspx?docname=4AA6-8931ENW.
This white paper highlights recognizable benefits of using Spark 2.1 on the HPE Elastic Platform for Big Data Analytics (EPA) and provides
guidance on selecting the appropriate configuration for a Spark-focused Hadoop cluster on Hortonworks Data Platform (HDP). The
configurations are based on HDP 2.6 and the HPE EPA Workload and Density Optimized (WDO) modular building blocks using HPE Apollo
2000 as a compute block and HPE Apollo 4200 as a storage block.
This white paper demonstrates why HPE WDO cluster is an ideal infrastructure solution for Spark workloads. It demonstrates the linear compute
scalability of HPE WDO cluster when using Apollo 2000 compute blocks. With HPE WDO cluster, compute blocks can be allocated very flexibly
without redistributing data. The HPE Apollo 2000 compute block, with HPE ProLiant XL170r nodes and a maximum memory capacity of 1.5TB
per node, provides the flexibility to scale compute and memory based on the Spark workload. The architecture of Spark provides the ability to
complete tasks quickly on efficient computing clusters such as HPE EPA. It takes advantage of raw compute power of the CPUs and memory in
compute nodes and isolates disk-based read/write operations to storage nodes. Since Spark is run with YARN resource manager on HDP, specific
Spark jobs can be run in tiered compute nodes by making use of YARN labels. In addition, the local SSDs on the ProLiant XL170r servers provide
ideal speed and flexibility for Shuffle operations during a Spark job.
Further, this white paper stresses the value of refreshing the Spark 1.x version with Spark 2.x as performance testing results show 2.3x
improvement with SparkSQL workloads similar to TPC Benchmark™ DS (TPC-DS).
Document purpose: This document describes a reference architecture for deploying Spark 2.1 with HDP 2.6 on HPE EPA WDO cluster. In
addition to outlining the key solution components, this white paper also provides guidelines for configuring and deploying this combined
solution.
Target audience: The intended audience of this document includes, but is not limited to, IT managers, pre-sales engineers, services consultants,
partner engineers, and customers that are interested in deploying Spark in their existing or new big data deployments to accelerate their analytic
workloads.
This white paper describes testing performed in November 2017. Although the HPE EPA WDO cluster used for testing utilized HPE Apollo
2000 Gen9 servers with HPE ProLiant XL170r servers for compute nodes and HPE Apollo 4200 Gen9 servers for storage nodes, similar results
may be obtained with Gen10 servers.
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Introduction
HPE Elastic Platform for Big Data Analytics (EPA)
The HPE Elastic Platform for Big Data Analytics is a premier modular infrastructure foundation to accelerate business insights, enabling
organizations to rapidly deploy, efficiently scale, and securely manage the explosive growth in volume, speed, and variety of big data workloads.
HPE supports two different deployment models under this platform:
• HPE Balanced and Density Optimized (BDO) – Supports traditional Hadoop deployments that scale compute and storage together
(symmetric), with some flexibility in choice of memory, processor, and storage capacity. This is widely based on the HPE ProLiant DL380
server platform, with density optimized architectures utilizing HPE Apollo 4000 series servers.
• HPE Workload and Density Optimized (WDO) – Optimizes efficiency and price performance through a building block approach. This
architecture allows for independent scaling of compute and storage, utilizing the power of faster Ethernet networks while accommodating the
independent growth of data and workloads. The standard HPE WDO architecture is based on the HPE Apollo 4200 storage-optimized block
and the HPE Apollo 2000 compute-optimized block coupled together through high-speed Ethernet. HPE Apollo 4200 was chosen as the
storage block as it provides exceptional storage density in a 2U form factor. The HPE Apollo 2000 features exceptional compute density,
allowing for up to four servers with high core-to-memory ratios in a 2U form factor.
Figure 1 highlights the different server building blocks within the HPE Elastic Platform for Big Data Analytics, categorized by BDO and WDO
architectures. By leveraging a building block approach, customers can simplify the underlying infrastructure needed to address a myriad of
different business initiatives around Data Warehouse modernization, analytics, and BI, and build large-scale data lakes incorporating diverse sets
of data. As workloads/compute and data storage requirements change (each often growing uncorrelated to the other) the HPE WDO
architecture allows customers to easily scale by adding compute and storage blocks independently.

Figure 1. HPE Elastic Platform for Big Data Analytics (EPA) server building blocks

Accelerators
An additional component of the HPE Elastic Platform for Big Data Analytics is accelerators. Accelerators are blocks specializing in the
optimization of workload performance, storage efficiency, and/or deployment. As new and more diversified workloads emerge, higher demands
are required of the hardware infrastructure. Accelerator building blocks complement the solution by improving performance around specific
targeted workloads and uses. Examples of workloads or uses where accelerators apply include:
• NoSQL databases, like HBase, that require low-latency processing of events in near real time
• In-memory analytics using Spark
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• Deep learning
• Storage efficiency with HDFS tiering and erasure coding
• Deployment agility through automation and as-a-service solutions
Figure 2 provides an example multi-rack HPE WDO system supporting multiple, disparate workloads leveraging a common HDFS data set. By
separating compute and storage into tiers, customers are able to address diverse workloads without having to duplicate the storage tier for each
workload, which can be a costly, restrictive, and siloed approach to solving unique big data challenges. Additionally the compute and storage
blocks can be optimized for particular workloads, better addressing the needs of the business unit.

Figure 2. HPE WDO EPA – Flexible architecture for big data workloads

Apache Spark
Apache Spark is a fast general-purpose engine for large-scale data processing. Spark was developed in response to limitations in Hadoop’s
two-stage disk-based MapReduce processing framework. Spark maintains MapReduce’s linear scalability and fault tolerance, and extends the
processing capabilities for in-memory analytics, iterative analytics, and near real-time analytics with Spark streaming.
Spark consists of Core and a set of libraries. The core is the distributed execution engine, and the Java, Scala, Python, and R APIs offer a platform
for scalable distributed application development. Additional libraries, built atop the core, allow diverse workloads for streaming, SQL, machine
learning, and graph processing. Spark’s key advantage is speed, with an advanced DAG (Directed Acyclic Graph) execution engine that supports
cyclic data flow and in-memory computing; hence, it runs programs much faster than Hadoop/MapReduce. It offers ease of use to write
applications quickly in Java, Scala, Python, and R in addition to providing interactive modes from Scala, Python, and R shells. Spark libraries can
be combined seamlessly in the same application. Spark jobs executed in YARN client/cluster mode are ideally suited for generic Spark workloads;
although, Spark jobs can be run in standalone cluster mode with the ability to access data in HDFS, HBase, Hive, S3, and any Hadoop data
source. Spark complements Hadoop as it provides a unified solution to manage various big data use cases and requirements.
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Figure 3 shows the various components of the Apache Spark ecosystem.

Figure 3. Apache Spark – Components

Spark can be deployed with different cluster managers – Spark’s standalone cluster manager, Apache Mesos, or Hadoop YARN. Most
organizations that already have deployed Hadoop will look to integrate Spark with Hadoop’s YARN framework to manage all data processing
under one resource manager.
Spark on Hadoop YARN
One of the most significant benefits of Hadoop YARN is to separate processing from resource management. This enables a variety of new and
familiar tools like Spark SQL to identify data of value interactively and in real time, without being hampered by the often I/O intensive, high
latency MapReduce framework.
YARN has the concept of labels for groupings of compute nodes. Jobs submitted through YARN can be flagged to perform their work on a
particular set of nodes when the appropriate label name is included with the job. Thus, an organization can create groups of compute resources
that are designed, built, or optimized for particular types of work, allowing for jobs to be passed out to subsets of the hardware that are optimized
to the type of computation. In addition, the use of labels allows for isolating compute resources that may be required to perform a high-priority
job, for example, ensuring that sufficient resources are available at a given time.
Spark on YARN is an optimal way to schedule and run Spark jobs on a Hadoop cluster alongside a variety of other data-processing frameworks,
leveraging existing clusters using queue placement policies, and enabling security by running on Kerberos-enabled clusters.
Spark 2.1
Apache Spark 2.x is a major release update of Spark 1.x and includes significant updates in the areas of API usability, SQL 2003 support,
performance improvements, structured streaming, R UDF support, as well as operational improvements.
One of the largest changes in Spark 2.x is the new updated APIs including unifying DataFrame and Dataset APIs providing type safety for
DataFrames, the new SparkSession API with a new entry point that replaces the old SQLContext and HiveContext for DataFrame and Dataset
APIs, a new streamlined configuration API for SparkSession, and a new improved Aggregator API for typed aggregation in Datasets.
Spark 2.x substantially improved SQL functionality with ANSI SQL 2003 support which enables running all 99 queries from the Hive testbench,
which is similar to TPC-DS benchmark. Major improvements to Spark SQL include: a native SQL parser that supports both ANSI-SQL as well as
Hive QL, native DDL command implementations, and subquery support. Additional new Spark SQL 2.x improvements include native CSV data
source, off-heap memory management for both caching and runtime execution, and Hive-style bucketing support.
Spark 2.x also made substantial performance improvements over Spark 1.x. By implementing a new technique called “whole stage code
generation”, Spark 2.x improves the performance 2-10 times for common operators in SQL and DataFrames. Other performance improvements
include: improved Parquet scan throughput through vectorization, improved ORC performance, many improvements in the Catalyst query
optimizer for common workloads, and improved window function performance via native implementations for all window functions.
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In the area of the Spark Machine Learning API, Spark 2.x replaces the RDD-based APIs in the spark.mllib package (put in maintenance mode)
with the DataFrame-based API in the spark.ml package. New features in the Spark 2.x Machine Learning API include: ML persistence to support
saving and loading ML models and Pipelines, new MLlib APIs in R for generalized linear models, naive Bayes, k-means clustering, survival
regression, new MLlib APIs in Python for LDA, Gaussian Mixture Model, Generalized Linear Regression, etc.
In the area of Spark Streaming, Spark 2.x introduced a new high-level streaming API, called Structured Streaming, built on top of Spark SQL and
the Catalyst optimizer. Structured Streaming enables users to program against streaming sources and sinks using the same DataFrame/Dataset
API as in static data sources, leveraging the Catalyst optimizer to automatically incrementalize the query plans.

Hortonworks Data Platform overview
HDP enables enterprises to deploy, integrate, and work with unprecedented volumes of structured and unstructured data. It is a platform that is
based on a centralized architecture supported by YARN that allocates resources among various applications. HDP is interoperable with a broad
ecosystem of data center and cloud providers. As shown in Figure 4, the platform can utilize a range of processing methods – from batch to
interactive and real time – all supported by solutions for governance, integration, security, and operations. HDP integrates with and augments
solutions like HPE WDO system, allowing you to maximize the value of big data. HDP enables Open Enterprise Hadoop, a full suite of essential
Hadoop capabilities in the following functional areas: data management, data access, data governance and integration, security, and operations,
refer to hortonworks.com/products/data-platforms/hdp. Spark is part of HDP and is certified as YARN Ready. Memory and CPU-intensive Sparkbased applications can coexist with other workloads deployed in a YARN-enabled cluster as shown in Figure 4. This approach avoids the need to
create and manage dedicated Spark clusters and allows for more efficient resource use within a single cluster.
Hortonworks approached Spark the same way as other data access engines like Storm, Hive, and HBase: outline a strategy, rally the community,
and contribute key features within the Apache Software Foundation’s process.

Figure 4. HDP on Spark integration for Enterprise Hadoop

Below is a summary of the various integration points that make Spark enterprise-ready.
Support for the ORC file format – As part of the Stinger Initiative, the Hive community introduced the Optimized Row Columnar (ORC) file format.
ORC is a columnar storage format that is tightly integrated with HDFS and provides optimizations for both read performance and data
compression. It is rapidly becoming the defacto storage format for Hive. HDP provides basic support of ORC files in Spark.
Security – Many customer’s common scenario is to run Spark-based applications alongside other applications in a secure Hadoop cluster and
leverage authorization offered by HDFS. By making Spark run on Kerberos-enabled clusters, only authenticated users can submit Spark jobs.
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Operations – Hortonworks streamlines operations for Spark through the 100% open source Apache Ambari. Customers use Ambari to provision,
manage, and monitor their HDP clusters. With Ambari Stacks, Spark components and services can be managed by Ambari so that you can install,
start, stop, and configure to fine-tune a Spark deployment all via a single interface that is used for all engines in your Hadoop cluster.
Improved reliability and scale of Spark-on-YARN – The Spark API is used by developers to create both iterative and in-memory applications on
Hadoop YARN for efficient cluster resource usage. With Dynamic Executor Allocation on YARN, Spark releases the Executors that are no longer
being used, hence improving efficiency of cluster resources.
YARN ATS integration – Spark has been integrated with the YARN Application Timeline Server (ATS), this provides generic storage and retrieval
of the application’s current and historic information. This permits a common integration point for certain classes of operational information and
metrics. With this integration, the cluster operator can take advantage of information already available from YARN to gain additional visibility into
the health and execution status of the Spark jobs.

Benefits of HPE Elastic Platform for Big Data Analytics (EPA) for Apache Spark
While the most obvious benefits center on density and price/performance, there are other benefits of running Spark on HPE EPA.
The Apollo 2000 system, with ProLiant XL170r nodes and a maximum memory capacity of 1.5TB per node, provides the flexibility to scale
memory based on the Spark workload. The local SSDs on the ProLiant XL170r servers provide ideal speed and flexibility for Shuffle operations
during a Spark job. Local storage can scale up to 6 SFF disks on each node.
Major benefits of Spark running on HPE EPA include:
• Elasticity – HPE EPA is designed for flexibility. Compute nodes can be allocated very flexibly without redistributing data; for example, nodes
can be allocated by time-of-day or even for a single job. The organization is no longer committed to yesterday’s CPU/storage ratios, leading to
much more flexibility in design and cost. Moreover, with HPE EPA, the system is only grown where needed. Since Spark is run on YARN,
specific Spark jobs can be run in tiered compute nodes by making use of YARN labels.
• Consolidation – HPE EPA scales to large capacities for multiple sources for big data within any organization. Various pools of data currently
being used in big data projects can be consolidated into a single, central repository. YARN-based Spark workloads access the big data directly
via HDFS; other workloads can access the same data via appropriate connectors.
• Workload-optimization – There is no one go-to software for big data; instead there is a federation of data management tools. After selecting
the appropriate tool to meet organizational requirements, run jobs using the compute nodes that are best suited for the workload, such as
Spark machine learning jobs running on compute-intense and memory rich ProLiant XL170r nodes in Apollo 2000 chassis.
• Enhanced capacity management – Compute nodes can be provisioned on the fly, while storage nodes now constitute a smaller subset of the
cluster and, as such, are less costly to overprovision. In addition, managing a single data repository rather than multiple different clusters
reduces overall management costs. Spark compute operations are isolated to the compute nodes.
• Faster time-to-solution – Processing big data typically requires the use of multiple data management tools. When these tools are deployed on
conventional Hadoop clusters with dedicated – often fragmented – copies of the data, time-to-solution can be lengthy. With HPE EPA, data is
not fragmented; it is consolidated in a single data lake, allowing different tools to access the same data. Spark running on YARN provides
mechanisms to share this data using YARN resource management. Thus, more time can be spent on analysis, less on shipping data; time-tosolution is typically faster.
The architecture of Spark provides the ability to complete tasks quickly on efficient computing clusters such as HPE EPA. It takes advantage of
raw compute power of the CPUs and memory in compute nodes and isolates disk-based read/write operations to storage nodes. In addition, the
local SSD disks on compute nodes provide fast I/O for intermediate data stores often needed for sorting data.
Of the various ways to run Spark applications, Spark on YARN mode is best suited to run Spark jobs, as it utilizes cluster resources better on an
HPE EPA cluster with large memory size and CPU cores on compute nodes. Spark on HPE EPA is configured to run as Spark on YARN mode,
both client and cluster modes. Running Spark on YARN requires a binary distribution of Spark which is built with YARN support. The Spark
version with HDP on HPE EPA cluster comes with YARN support prebuilt.
Spark is able to take advantage of the separate compute and storage in HPE EPA WDO. Spark on YARN mode utilizes the NodeManagers
running on the ProLiant XL170r compute nodes for distributed task execution, and the DataNodes running on Apollo 4200 storage nodes for
distributed data storage on HDFS. With the large memory capacity of Apollo 2000 systems with ProLiant XL170r nodes, multiple JVMs are run
to facilitate more executors per node, thus speeding up Spark jobs. The local SSDs on ProLiant XL170r compute nodes help Spark to store data
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that does not fit in memory and preserve intermediate output between stages of a Spark job. Two 25GbE network adapters configured on HPE
EPA WDO storage nodes provide fast application performance for “distributed reduce” applications such as group-bys, reduce-bys, and SQL
joins.
An optimized configuration of Spark on HPE EPA, as provided in the Spark configuration guidance section of this white paper, utilizes CPU and
memory effectively to run parallel Spark tasks quickly, thus delivering excellent performance.

Solution overview
At the core of this reference architecture for Spark 2.1 on the HPE EPA WDO platform are the underlying infrastructure building blocks. These
blocks form the foundation of the EPA solution designs and can be pieced together in different ways to solve unique customer needs. This
section will detail storage and compute blocks based on the HPE Apollo 2000 and HPE Apollo 4200 servers required to build an example
asymmetric Workload and Density Optimized configuration. The blocks defined in this section may be modified (e.g., processor model, memory,
etc.) to address new or changing workloads and environments. Specific workload services and behavior will drive the final configuration
requirements including compute and storage definition and quantity. The purpose of this white paper is to provide an example configuration to
demonstrate the design principles of an HPE EPA WDO architecture model.

HPE Workload and Density Optimized architecture design
As Hadoop adoption expands in the enterprise, it is common to see multiple clusters running different workloads on a variety of technologies and
Hadoop distributions, in both development and production environments, leading to challenges with data duplication and cluster sprawl. The
HPE Workload and Density Optimized architecture allows for consolidation of data and isolated workload clusters on a shared and centrally
managed platform, providing organizations the flexibility to scale compute and/or storage as required, using modular building blocks for
maximum performance and density. This fundamentally changes the economics of the solution across scale, performance, and cost efficiency to
meet specific use case and workload needs.
HPE WDO allows for maximum elasticity; organizations can build and scale their infrastructure in alignment with the different phases and
requirements of the existing analytics implementation. This ground-breaking architecture truly maximizes modern infrastructure density, agility,
efficiency, and performance while minimizing time-to-value, operational expenses, valuable data center real estate, and purchases of unneeded
resources in order to meet mission requirements. With storage and compute capacity growing at different, non-linear rates for modern workloads,
the HPE WDO architecture provides density optimized building blocks to target a variety of latency, capacity, and performance requirements.
The building blocks available in a WDO solution are as follows:
• The standard compute block is one HPE Apollo 2000 chassis consisting of four HPE ProLiant XL170r Gen10 servers with 384GB of memory
• The standard storage block is one HPE Apollo 4200 Gen9, consisting of 28 LFF HDDs or SSDs.
• The control block is made up of three HPE ProLiant DL360 Gen10 servers, with an optional fourth server acting as an edge or gateway node
depending on the customer enterprise network requirements.
• The HPE WDO network block consists of two HPE FlexFabric 5950 48SFP28 8QSFP28 switches and one HPE FlexFabric 5900AF-48G-4XG2QSFP+ 1Gb switch.
• The aggregation network block consists of two HPE FlexFabric 5950 32QSFP28 (1U) switches and is used when adding a third rack.
• The HPE WDO rack block consists of either a 1200mm or 1075mm rack and its accessories.
• Accelerator blocks specializing in the optimization of workload performance, storage efficiency and/or deployment:
– HPE Moonshot 1500 chassis with 30 HPE ProLiant m510 server cartridges for NoSQL
– HPE Apollo 2000 with HPE ProLiant XL170r Gen10 servers with 768GB of memory for in-memory acceleration, e.g., Spark
– HPE Apollo 2000 with HPE ProLiant XL190r Gen10 servers with GPUs for deep learning
– HPE Apollo 4200 with 6TB or 8TB LFF HDDs for storage capacity
– HPE Apollo 4510 with 3TB, 4TB, 6TB or 8TB LFF HDDs for archival
Refer to the HPE Reference Configuration for Elastic Platform for Big Data Analytics white paper, which contains detailed information on the
various building blocks used in each solution.
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Single rack HPE WDO solution
The HPE WDO solutions highlighted in this document are geared towards most organizations that already have deployed Hadoop and are
looking to integrate Spark with Hadoop’s YARN framework to manage all data processing under one resource manager. HPE has performed
extensive testing with multiple workloads (e.g., MapReduce, Hive, HBase, and Spark) to determine the optimal building block configurations to
balance the compute power, storage capacity, and network bandwidth. Based on this testing, HPE recommends a “balanced” single rack WDO
reference architecture with three memory accelerated compute blocks of HPE Apollo 2000 chassis and four standard storage blocks of HPE
Apollo 4200 Gen9 servers. HPE Apollo 2000 system nodes deliver a scalable, high-density layer for compute tasks and provide a framework for
workload-optimization with four HPE ProLiant XL170r Gen10 nodes in a single 2U chassis. Each XL170r node harnesses the performance of
dual Intel® Xeon® Gold 6130 processors each with 16 cores and 768GB of memory, expandable to 1.5TB for memory-rich Spark workloads. HPE
Apollo 4200 Gen9 servers make up the HDFS storage layer, providing a single repository for big data. The HPE Apollo 4200 saves valuable data
center space through its unique density optimized 2U form factor which holds up to 28 LFF disks with a capacity of 112TB per server using 4TB
disks.
The balanced single rack reference architecture provides a core-to-disk ratio of approximately 2:1 that can easily accommodate interactive
Spark workloads and more than the canonical 1:1 ratio recommended for batch workloads using MapReduce, etc. In addition, as the
HPE WDO system provides great flexibility in deploying disparate workloads and managing data growth, by decoupling storage growth from
compute through high-speed networking, it enables a wide range of core-to-disk ratios by adding more compute or storage as needed without
having to add both in lock-step. Thus, a “hot” single rack WDO reference architecture for compute-intensive machine learning Spark workloads
could have a higher core-to-disk ratio with more compute blocks; and, a “cold” single rack WDO reference architecture for Spark ETL workloads
on storage-demanding archival use cases could have a lower core-to-disk ratio with more storage blocks.
The following summarizes the balanced single rack configuration building blocks which can be adjusted to suit the customer workload
requirements:
• Three memory accelerated compute blocks of HPE Apollo 2000 chassis with four HPE ProLiant XL170r Gen10 servers in each compute
block. Since Spark is an in-memory analytics engine, memory accelerated compute blocks, with 768GB on each HPE ProLiant XL170r Gen10
server, are used.
• Four standard storage blocks of HPE Apollo 4200 Gen9 servers.
• Control block of three HPE ProLiant DL360 Gen10 servers, with an optional fourth server acting as an edge or gateway node depending on
the customer enterprise network requirements.
• Network block
• Rack block
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Figure 5 shows the conceptual diagram of singe rack WDO reference architecture.

Figure 5. Basic conceptual diagram of HPE WDO with HDP and Apache Spark single rack reference architecture
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Figure 6 shows a rack-level view of the single rack HPE WDO reference architecture.

Figure 6. Single rack HPE WDO with HDP and Apache Spark reference architecture – Rack-level view
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Multi-rack HPE WDO solution
The multi-rack design assumes the single-rack reference architecture cluster design is already in place and extends its scalability. The single rack
configuration ensures the required amount of management services are in place for large scale out. For multi-rack clusters, one simply adds
expansion racks of a similar configuration to the single rack configuration. When adding a third rack, an aggregation network block consisting of
two HPE FlexFabric 5950 32QSFP28 switches is used to connect the racks. It is recommended to spread the HPE FlexFabric 5950 32QSFP28
aggregation switches to different racks in the multi-rack architecture in order to avoid a single point of failure.
In the WDO multi-rack reference architecture, it is recommended to have storage nodes along with compute nodes in each rack to utilize rack
awareness thus reducing the network capacity requirement in the cluster. In a “balanced” WDO multi-rack reference architecture, it is
recommended to have a ratio of three compute blocks to four storage blocks in each rack.
Figure 7 provides a basic conceptual diagram of the HPE reference architecture for WDO multi-rack with HPE Apollo 4200 storage blocks, HPE
Apollo 2000 compute blocks, HPE FlexFabric 5950 48SFP28 switch network blocks and an HPE FlexFabric 5950 32QSFP28 switch
aggregation network block.

Figure 7. Basic conceptual diagram of HPE WDO with HDP and Apache Spark multi-rack reference architecture
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Figure 8 shows a rack-level view of the multi-rack HPE WDO reference architecture.

Figure 8. Multi-rack HPE WDO with HDP and Apache Spark reference architecture – Rack-level view

Software
Hortonworks Data Platform (HDP 2.6.1) was used for the testing documented in this paper. HDP 2.6.1 includes Spark 2.1.1 and Spark 1.6.3. The
concepts and relative performance expectations should be consistent with the latest HDP 2.6.3 release, which includes Spark 2.2 and Spark 1.6.3.
The details of the service distribution among the HPE EPA cluster nodes are as follows:
• Management node – hosts the applications that manage the HDP cluster and is also used to submit jobs to the Hadoop cluster.
Recommended services for this node: Ambari Server, HPE Insight Cluster Management Utility (CMU) 8.0, MySQL server, Hive Server,
WebHCat server, Zeppelin Notebook, and ZooKeeper.
• Head Node 1 – hosts the HDFS NameNode service. Other recommended services for this node: Spark 1 History Server, Spark 1 Thrift Server,
and ZooKeeper.
• Head Node 2 – hosts the YARN Resource Manager service. Other recommended services for this node: Spark 2 History Server, Spark 2 Thrift
Server, App Timeline Server, and ZooKeeper.
• Compute Worker Nodes – host the YARN NodeManager service.
• Storage Worker Nodes – host the HDFS DataNode service.
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Configuration guidance for the solution
General hardware guidance for HPE WDO reference architecture
Sizing hardware for Spark and scaling a Spark cluster depends on the use case, but Spark is primarily a CPU-bound workload that can benefit
from more CPU cores, higher memory, and flash storage for temporary storage. Following are some general guidelines based on the
recommendations from the Apache Software Foundation and implemented in the HPE WDO reference architecture.
CPU cores
Spark scales well to tens of CPU cores per machine because it performs minimal sharing between threads. Provisioning at least 8-16 cores per
machine is a good start; and, based on the workload impact on CPU, more cores may be required. Once data is in memory, most applications are
either CPU- or network-bound. Special use cases like machine or deep learning will require significantly higher numbers of cores or special
purpose processors like GPUs that have 100s or 1000s of cores.
For general workloads such as Spark SQL the recommended reference architecture guidelines for CPU (Intel Xeon Gold 6130 processor) and
memory (768GB) are optimal, but for demanding workloads such as machine learning, customers might want to consider more powerful CPUs
such as Intel Xeon Gold 6140 processors (18-core/2.3GHz) or Intel Xeon Gold 6148 processors (20 core/2.4 GHz).
Memory
In general, Spark can run well with anywhere from 32GB to hundreds of gigabytes of memory per machine. In all cases, it is recommended to
allocate only at most 75% of the memory for Spark, leaving the rest for the operating system and buffer cache. Since Spark is optimized for
memory, it can make use of as much memory as is available. Actual memory requirement depends on the application and data set size. To
determine the memory usage for a certain data set size, Spark’s monitoring UI (http://<driver-node>:4040) can be very helpful.
The in-memory accelerator compute block with 768GB RAM, as recommended in the reference architecture, should be sufficient for the majority
of Spark workloads; and, the HPE ProLiant XL170r server can accommodate up to 1.5TB RAM for the most memory demanding workloads.
Storage systems
Most Spark jobs will likely have to read input data from a storage system (e.g., the Hadoop File System, or NoSQL data stores), so having fast
access to data from Spark’s compute nodes is important. Since the WDO system uses a building block approach to independently scale compute
and storage, to accommodate data and workloads growing at different rates, it makes use of faster Ethernet networks to eliminate any latency
between the building blocks.
While the standard network used in modern Hadoop deployments is based on 10GbE networking, HPE WDO system is configured with 40GbE
networking for high speed data transfer between compute and storage blocks.
Local disks
While Spark can perform a lot of its computation in memory, it still uses local disks to store data that doesn’t fit in RAM, as well as to preserve
intermediate output between stages. It is recommended to have at least two disks per node, in addition to the OS disks, that are dedicated for the
intermediate data and large enough to fit the workload. These disks should be configured without RAID (just as separate mount points).
The two local SSDs on ProLiant XL170r compute nodes used in this reference architecture are ideal for the intermediate data for Spark jobs.
Network
When data is cached in memory, Spark applications can be network-bound in clusters with older networks. “Distributed Reduce” applications
such as group-bys, reduce-bys, and SQL joins result in a lot of network traffic between the compute nodes; moving to a 10GbE or, ideally, 25GbE
network avoids network bottlenecks in application performance. In any given application, the Spark monitoring UI (http://<drivernode>:4040) can show how much data Spark shuffles across the network.
The two 25GbE network adapter cards used in this reference architecture provide the best option to avoid network bottlenecks between
compute nodes during shuffle operations.
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Base Hadoop configuration guidance for HPE WDO reference architecture
The configuration changes mentioned in this section are intended to assist in optimizing the setup of the various services of this reference
architecture. They are recommended to be used as a starting point for actual deployment scenarios. Customizations may be required in real life
deployments.
HDFS configuration optimizations for storage nodes
Make the following changes to the HDFS configuration for optimal HDFS performance for Spark jobs using HDFS in HPE WDO architecture.
• Increase the dfs.blocksize value to allow more data to be processed by each map task, thus reducing the total number of mappers and
NameNode memory consumption:
dfs.blocksize 512
• Increase the dfs.namenode.handler.count value to better manage multiple HDFS operations from multiple clients:
dfs.namenode.handler.count 180
• Increase the Java heap size of the NameNode to provide more memory for NameNode metadata:
Java Heap Size of NameNode in Bytes 4096MiB
Java Heap Size of Secondary NameNode in Bytes 4096MiB
• Increase the following timeout value to eliminate timeout exceptions when dealing with large datasets:
dfs.client.block.write.locateFollowingBlock.retries 30
YARN configuration optimizations for compute nodes
As mentioned above, Spark on HDP uses YARN as the cluster manager, so it is important that YARN and Spark configurations are tuned in
tandem. Settings of Spark executor memory and executor cores result in allocation requests to YARN with the same values and YARN should be
configured to accommodate the desired Spark settings.
It is recommended that 75% of memory be allocated for Spark, leaving the rest for OS and buffer cache. For a recommended configuration of
768GB memory, this means NodeManager should be configured to use 576GB memory.
To configure NodeManager to use 576GB memory and 64 vcores use the following configuration settings:
• Amount of physical memory that can be allocated for containers:
yarn.nodemanager.resource.memory-mb

576 GiB

• Amount of vcores available on a compute node that can be allocated for containers:
yarn.nodemanager.resource.cpu-vcores 64
Configuring the number of YARN containers depends on the nature of the workload. For example, a Spark workload that needs 36GB containers
will result in 16 total containers being available on the node. Similarly, a workload that needs 72GB containers will result in 8 containers being
available on the node. The general guideline is to configure containers in a way that maximizes the utilization of the vcores and memory on each
node in the cluster.
Assuming identical compute nodes, the total number of containers available for the application can be written as (subtracting 1 to account for
the YARN application master that will be started):
• Number of 36GB containers =

16 * Number of compute nodes – 1

• Number of 72GB containers =

8 * Number of compute nodes – 1

For a single rack reference cluster with 12 ProLiant XL170r Gen10 compute nodes, this will result in a total of 191 Spark executors with 36GB
memory or 95 Spark executors with 72GB memory.
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• The node-locality-delay specifies how many scheduling intervals to let pass attempting to find a node local slot to run on prior to searching for
a rack local slot. This setting is very important for small jobs that do not have a large number of maps or reduces as it will better utilize the
compute nodes. We highly recommend this value be set to 1.
yarn.scheduler.capacity.node-locality-delay 1
• To specify the location of YARN local log files on the compute nodes:
yarn.nodemanager.log-dirs
yarn.nodemanager.local-dirs

/data1/hadoop/yarn/log, /data2/hadoop/yarn/log
/data1/hadoop/yarn/local, /data2/hadoop/yarn/local

Spark configuration guidance
Of the various ways to run Spark applications on Hadoop cluster, Spark on YARN mode is best suited to run them, as it leverages YARN services
for resource allocation, runs Spark executors in YARN containers, and supports workload management and security features. Spark on HPE EPA
is configured to run as Spark on YARN in two ways: client and cluster modes. In YARN cluster mode, the Spark driver runs inside an application
master process which is managed by YARN on the cluster, and the client can go away once the application is initiated. In YARN client mode, the
driver runs in the client process, and the application master is only used for requesting resources from YARN. Typically, most development is
done in YARN client mode and uses Spark interactively. YARN-cluster mode is ideal for production workloads.
Spark on Hortonworks Data Platform (HDP) 2.6
The Spark version with HDP comes with YARN support prebuilt. HDP 2.6 supports Spark versions 1.6 and 2.1. It also comes with Spark Thrift
server for JDBC and ODBC clients to run Spark SQL queries, Livy for local and remote access to Spark through the Livy REST API, and Apache
Zeppelin for browser-based notebook access to Spark.
Spark 1.x and Spark 2.x can be installed on the same HDP 2.6 EPA cluster. If you currently use Spark 1.x, you can also install Spark 2.1 and test
jobs on Spark 2.1 in parallel with a Spark 1.x working environment. After verifying that all scripts and jobs run successfully with Spark 2.1, you can
migrate jobs from Spark 1.x to Spark 2.1.
If more than one version of Spark is installed on a node, your job runs with the default version. In HDP 2.6, the default is Spark version 1.6.
If you want to run jobs on a specific version of Spark, use one of the following approaches:
• Use full paths in your scripts:
– To use Spark 1.6, use /usr/hdp/current/spark-client/bin/spark-submit
– To use Spark 2.1, use /usr/hdp/current/spark2-client/bin/spark-submit
• Set the SPARK_MAJOR_VERSION environment variable to the desired version of Spark before you launch the job:
– To use Spark 1.6, set SPARK_MAJOR_VERSION=1
– To use Spark 2.1, set SPARK_MAJOR_VERSION=2
Evaluation of Spark SQL with Spark 2.1 versus Spark 1.6
As mentioned before, Spark 2.x substantially improved SQL functionalities with ANSI SQL 2003 support which enables running all 99 queries
from Hive testbench, which is similar to TPC-DS benchmark. Spark 2.x also made substantial performance improvements over Spark 1.x by using
the second generation Tungsten engine and implementing a new technique called “whole-stage code generation”. Using ideas from modern
compilers and MPP databases, Tungsten emits optimized bytecode at runtime that collapses the entire query into a single function, eliminating
virtual function calls and leveraging CPU registers for intermediate data. As a result of this streamlined strategy, whole-stage code generation
improves CPU efficiency and gains performance. Spark 2 also uses another technique called “vectorization” where instead of processing data one
row at a time, the engine batches multiple rows together in a columnar format, and each operator uses simple loops to iterate over data within a
batch.
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To gauge the improvements of Spark SQL in Spark 2.1, an evaluation was conducted using the single rack reference cluster. (Note: ProLiant
XL170r Gen9 nodes were used in testing). Hive testbench with 1000 SF (1TB size) and 10000 SF (10TB size) was used for the testing. Hive
testbench was used to generate the data and ORC format was used for storing the data. Following are the results of the evaluation:
• ANSI SQL compatibility:
Spark 2.1 could run all 99 Hive testbench queries whereas Spark 1.6 could run only about 50 queries. This was due to the improvements to
SQL parser and sub-query support added in Spark 2.0.
• Spark SQL robustness:
At small scale factor dataset size, Spark 2.1 could run all 99 Hive testbench queries whereas Spark 1.6 could run about 50 queries without
issues. With 10TB dataset size, Spark 2.1 could run almost all of the 99 queries whereas Spark 1.6 could run only about 40 queries without
errors.
• Spark SQL performance:
As Spark 1.6 could not run all the Hive testbench queries, only the subset of queries that could be run without issues were used to evaluate
the performance improvements of Spark 2.1 over Spark 1.6. A 10TB dataset size was used for the testing.
Figure 9 shows the overall improvement of the total query time. We observed approximately 2.3 x improvement in total query time execution for
the chosen subset of queries.

Figure 9. Performance improvement of Spark 2.1 over Spark 1.6 using 10TB dataset
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When we drilled down into individual queries, we observed dramatic improvements in a few queries and all queries exhibited improvement with
Spark 2.1 when compared to Spark 1.6. Figure 10 shows the details of the improvement in query times for individual queries.
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Figure 10. Performance improvement details of Spark 2.1 over Spark 1.6 using 10TB dataset

Best practice
HPE recommends that Spark 1.6 customers migrate to Spark 2.1 as soon as feasible to benefit from the major improvements in functionality and
performance.
Tuning Spark – Executor cores
Unlike Hadoop MapReduce where each map or reduce task is always started in a new process, Spark can efficiently use process threads (cores)
to distribute task processing. This results in a need to tune Spark executors with respect to the amount of memory and number of cores each
executor can use. Since Spark on YARN is working under the YARN cluster manager which manages the resources, i.e., memory and cores, it has
to work within the configuration boundaries of YARN, e.g., a Spark executor can’t request memory more than the YARN container size.
The simplest approach would be to configure one executor per core and divide the memory equally among the number of executors. But this
results in inefficient use of resources. First, since each partition cannot be computed on more than one executor, the size of each partition is
limited and causes memory problems, or spilling to disk for shuffles. Next, if the executors have only one core, then at most one task can run in
each executor, which throws away the benefits of something like a broadcast variable, which has to be sent to each executor once. Also, each
executor has some memory overhead, and the minimum overhead is 384MB;. thus, if we have many small 1GB executors, nearly 40 percent of
the space that each executor will use on the cluster is used for overhead.
On the other hand, using very large executors and giving many cores to each may result in garbage collection (GC) issues, since a larger JVM
heap will delay the time until a GC event is triggered resulting in larger GC pauses. Many cores per executor is also known to result in poor HDSF
throughput issues because of handling many concurrent threads.
The number of cores per executor can be controlled by the configuration setting spark.executor.cores or by using the --executorcores option of the spark-submit command. The default is 1 for Spark on YARN.
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Note
Spark on YARN requires a container for Application Master for the Spark job so an allowance should be made for this by subtracting 1 from the
number of total executors.
To get an optimal number of cores per executor, experiments were done with various settings of --executor-cores and the results are
shown in Figure 11. The conventional wisdom is to give 5 or 6 cores per executor but it can be seen that for the Hive testbench workload on
HPE EPA cluster, 9 cores per executor resulted in best performance.
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Figure 11. Effect of cores per executor on query performance using 10TB dataset

Best practice
HPE recommends that customers change the default setting of spark.executor.cores from 1 to 5-9 based on some experimentation with
their workloads.
For a single rack reference cluster with 12 ProLiant XL170r Gen10 compute nodes with 16-core processors, using a workload optimized setting
of spark.executor.cores=8 will result in a total of 96 Spark executors or 8 executors per node.
Tuning Spark – Executor memory
Memory for each Spark job is application specific and scaled by configuring executor memory in proportion to the number of partitions and cores
per executor. Once the cores per executor value has been decided, we can get the number of executors for each compute node by dividing the
total number of cores on each node by the cores per executor value. Dividing the total amount of memory on each node by the number of
executors on the node will indicate the amount of memory each executor can use. As mentioned above, since we are using Spark on YARN, this
memory size should be less than the maximum YARN container size; therefore, YARN maximum container size may need to be adjusted
accordingly.
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To understand all the settings involved in tuning Spark executor memory, it helps to be familiar with the Spark 2.x memory model. Figure 12
provides a high-level overview of the Spark 2.x memory model.

Figure 12. Spark 2.x memory model

The amount of memory for each executor is controlled by the configuration setting spark.executor.memory. Set the value of this setting to
the memory size calculated above. Larger values of this setting will avoid JVM Out-Of-Memory exceptions, but it should be noted that JVM runs
into issues with very large heaps (above 80GB).
Also, it should be noted that each executor has memory overhead for things like VM overheads, interned strings, other native overheads, etc. In
both client and cluster modes the executor memory overhead is set with the spark.yarn.executor.memoryOverhead value and the
default value is spark.executor.memory * 0.10, with minimum of 384MB. So, when setting the executor memory
(spark.executor.memory), make sure that this value plus the memory overhead is less than the YARN container size.

Note
Spark on YARN requires a container for Application Master for the Spark job so an allowance should be made for this by subtracting 1 from the
number of total executors.
In general, most of the computational work of a Spark query should be performed by the executors, and not by the Spark driver. If the driver
collects too much data and performs large computations, the job may run into out-of-memory errors. In these cases, you should increase the
driver memory by increasing the value of configuration setting spark.driver.maxResultSize.
In Spark 1.6, separate tuning was needed for storage (RDD) memory and execution/shuffle memory via spark.storage.memoryFraction
and spark.shuffle.memoryFraction configuration settings. But, in Spark 2.x, this is not needed anymore because of a new
“UnifiedMemoryManager”. When no execution memory is used, storage can acquire all the available memory and vice versa. Execution may evict
storage if necessary, but only until total storage memory usage falls under a certain threshold. As a result, applications that do not use caching
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can use the entire space for execution, obviating unnecessary disk spills. And, applications that do use caching can reserve a minimum storage
space where their data blocks are immune to being evicted. This approach provides reasonable out-of-the-box performance for a variety of
workloads without requiring user expertise of how memory is divided internally.
Spark 2.x still provides a relevant configuration setting spark.memory.storageFraction to specify the storage memory ratio and our
testing with a few different values did not show any significant impact on the performance as the ratio is not binding and Spark may use more or
less depending on the job.

Best practice
HPE recommends that customers set the value of spark.executor.memory depending on the number of executors per node, but make sure
that it is not less than 4GB and not more than 80GB. HPE recommends that customers keep the default settings of
spark.memory.fraction and spark.memory.storageFraction.
For a single rack reference cluster with 12 ProLiant XL170r Gen10 compute nodes with 16-core processors, using a workload optimized setting
of spark.executor.cores=8 will result in 8 executors per node as mentioned above. This means each YARN container for Spark executor
should be of the size 72GB (576GB per node/8). Taking Spark executor memory overhead into consideration the recommended value for
spark.executor.memory setting is 64GB.
Tuning Spark – Serialization type
Serialization plays an important role in the performance of any distributed application. Spark memory usage is greatly affected by storage level
and serialization format. By default, Spark serializes objects using Java Serializer which can work with any class that implements
java.io.Serializable interface. For custom data types, Kryo Serialization is more compact and efficient than Java Serialization. You
can use Kryo Serialization by setting spark.serializer to org.apache.spark.serializer.KryoSerializer, but user classes need
to be explicitly registered with the Kryo Serializer.
Spark SQL automatically uses Kryo serialization for DataFrames internally in Spark 2.x. For customer applications that still use RDDs, Kryo
Serialization should result in a significant performance boost.

Best practice
HPE recommends that customers set the value of spark.serializer to org.apache.spark.serializer.KryoSerializer,
particularly when using RDDs.
Tuning Spark – Shuffle partitions
Spark SQL, by default, sets the number of reduce side partitions to 200 when doing a shuffle for aggregation operations, e.g., groupBy. This
number is fixed and not optimal for many cases as it will use only 200 cores for processing tasks after the shuffle. Also, for large datasets, this
might result in shuffle block overflow resulting in job failures. Thus, the number of shuffle partitions should be at least equal to the number of
total executor cores or a multiple of it in case of large data sets.
The number of shuffle partitions can be changed using the configuration setting spark.sql.shuffle.partitions.
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Figure 13 shows the results of testing done with different values of spark.sql.shuffle.partitions for Hive testbench 10TB dataset.
Please note that here the total number of executor cores allotted for YARN/Spark was 540 (45 per compute node). Best performance was
obtained with a spark.sql.shuffle.partitions setting of 1080, which is twice the number of total executor cores.
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Figure 13. Effect of shuffle partitions on query performance using 10TB dataset

Best practice
HPE recommends that customers set the value of spark.sql.shuffle.partitions to two times the number of total executor cores
allotted for Spark.
For a single rack reference cluster with 12 ProLiant XL170r Gen10 compute nodes with 16-core processors, there are a total of 768 executor
cores and the recommended value for spark.sql.shuffle.partitions is 1536.
Tuning Spark – Compression
Using compression in Spark can improve performance in a meaningful way as compression results in less disk I/O and network I/O. Even though
compressing the data before storing/transferring and later decompressing it when using it results in some CPU cycles being used, the
performance improvements with compression outweigh the CPU resource usage when a large amount of data is involved. This is in addition to
the reduced storage requirements when compression is used for storing data on disk, e.g., intermediate shuffle files.
There are four main places where Spark can make use of compression:
• Compress map output files during a shuffle operation using spark.shuffle.compress setting
• Compress data spilled during shuffles using spark.shuffle.spill.compress setting
• Compress broadcast variables before sending them using spark.boradcast.compress setting
• Compress serialized RDD partitions using spark.rdd.compress setting
The default for spark.rdd.compress is false and it is true for spark.shuffle.compress, spark.shuffle.spill.compress, and
spark.broadcast.compress. When compression is enabled, Spark uses the spark.io.compression.codec setting to decide the
codec to be used for compression. Spark provides three codecs: lz4, lzf, and snappy. The default codec is lz4.
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Figure 14 shows the results of testing done with different values of spark.io.compression.codec for Hive testbench 10TB dataset.
Enabling compression performed better than no compression and the default value of lz4 codec is slightly better than the rest.
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Figure 14. Effect of compression codec on query performance using 10TB dataset

Best practice
HPE recommends that customers keep the default settings for Spark compression, i.e., enable compression for shuffle map outputs, shuffle spills,
and broadcast variables. Customers can experiment with different codecs but the default lz4 codec is a good choice.
Tuning Spark – Other configuration settings
Following are a few other Spark configuration settings that can be modified to improve query performance.
• When using ORC format for the data, Spark SQL can push the filter down to ORC, thus avoiding large data transfer. ORC is the preferred
format on HDP. To enable filter pushdown behavior, set spark.sql.orc.filterPushdown to true. Default is false.
• In YARN cluster mode, the local directories used by the Spark executors and the Spark driver will be the local directories configured for YARN
(Hadoop YARN configure yarn.nodemanager.local-dirs). If the user specifies spark.local.dir, it will be ignored. In client mode,
the Spark executors will use the local directories configured for YARN while the Spark driver will use those defined in spark.local.dir.
This is because the Spark driver does not run on the YARN cluster in client mode, only the Spark executors do.
• For large data sets, if the driver tries to collect results and hits memory limits, the job may abort. You can fix the issue by increasing the setting
of spark.driver.maxResultSize. The default is 1GB.
• While processing large data sets, you may encounter various network timeouts. Spark has different configuration settings for timeouts, e.g.,
spark.core.connection.ack.wait.timeout, spark.storage.blockManagerSlaveTimeoutMs,
spark.shuffle.io.connectionTimeout, spark.rpc.askTimeout or spark.rpc.lookupTimeout. It also has an “umbrella”
setting for all these timeouts, named spark.network.timeout. The default value is 120 seconds. For Hive testbench 10TB dataset, this
value should be something like 600 seconds.
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Spark scalability
Spark, like Hadoop MapReduce and other distributed processing systems, can scale horizontally by breaking the computation into units that can
be distributed across all the cluster nodes.
Figure 15 shows the results of testing Hive testbench (10TB dataset) with different numbers of worker nodes. The solid line shows the actual
performance curve and the dotted line is a trend line for the data points. This validates the main benefit of HPE WDO architecture – the elasticity
provided by this architecture. It shows that compute nodes can be added when the workload requires more compute capacity and the storage is
not affected, avoiding rebalancing of data.
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Figure 15. Query performance scaling with compute node scaling using 10TB dataset

HPE Sizer for the Elastic Platform for Big Data Analytics
HPE has developed the HPE Sizer for the Elastic Platform for Big Data Analytics to assist customers with proper sizing of these environments.
Based on design requirements, the sizer will provide a suggested bill of materials (BOM) and metrics data for an HPE EPA WDO cluster which
can be modified further to meet customer requirements.
To download the HPE Sizer for the Elastic Platform for Big Data Analytics, visit hpe.com/info/sizers.

Summary
The HPE Elastic Platform for Big Data Analytics provides several benefits for supporting a modern data processing framework like Spark. Spark is
a storage-layer agnostic computing framework which enables analytics on different storage backends like HDFS, NoSQL or Object storage, as
well as traditional data warehouses. In that context, Spark separates computing from data storage.
The HPE WDO system, which is a deployment option of HPE Elastic Platform for Big Data Analytics, enables flexible scale-out of compute and
storage independent of each other, and is ideally suited for deploying and consolidating Spark workloads on a multi-tenant analytics platform. In
addition, using YARN’s multi-tenant capabilities along with HPE’s contributions to YARN labels, it is now possible to deploy workload-optimized
servers for different types of Spark use cases like GPU-based servers for deep learning.
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For existing big data deployments using conventional symmetric architectures based on the HPE ProLiant DL380, Apollo 4530 or SL4540,
organizations can choose to transition to a truly elastic platform with the HPE WDO system. The HPE WDO system provides the ability to deploy
workload optimized building blocks that can access data, both in existing Hadoop clusters as well as in other remote data stores, and facilitates
independent scaling of compute and storage, particularly important for compute and memory intensive workloads such as Spark machine
learning and deep learning.
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Resources and additional links
Apache Spark, http://spark.apache.org
Hortonworks, hortonworks.com
Hortonworks partner site, hortonworks.com/partner/hpe
HPE Servers for Big Data Analytics and Hadoop, hpe.com/info/hadoop
HPE Insight Cluster Management Utility (CMU), hpe.com/info/cmu
HPE FlexFabric 5900 switch series,
hpe.com/us/en/product-catalog/networking/networking-switches/pip.fixed-port-l3-managed-ethernet-switches.5221896.html
HPE FlexFabric 5950 switch series,
hpe.com/us/en/product-catalog/networking/networking-switches/pip.hpe-flexfabric-5950-switch-series.1008901775.html
HPE ProLiant servers, hpe.com/info/proliant
HPE Networking, hpe.com/networking
HPE Pointnext, hpe.com/services
Red Hat, redhat.com
HPE Sizer for the Elastic Platform for Big Data Analytics (HPE EPA Sizing Tool),
https://h20195.www2.hpe.com/v2/GetDocument.aspx?docname=a00005868enw
HPE Education Services, http://h10076.www1.hpe.com/ww/en/training/portfolio/bigdata.html
To help us improve our documents, please provide feedback at hpe.com/contact/feedback.

About Hortonworks
Hortonworks, a leader in global data management, provides data platforms and solutions that give enterprises the freedom to use data to
discover and innovate without limitations. Its data architecture simplifies data access and data management, empowering enterprises to capture
actionable intelligence from their data, regardless of its type or location, to maximize its value. We, along with our partners, have the expertise,
experience, and proven solutions to advance streaming analytics and insight, data science, artificial intelligence, cloud computing, and more.
Hortonworks provides solutions for more than half the Fortune 100 and is committed to driving innovation in open-source communities such as
Apache Hadoop, NiFi, and Spark.
For more information, visit hortonworks.com
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